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Background 

Ellucian has found that the routine mechanics of data engineering interfere with the high value goals of 
business analytics.  Cycle times must be measured in day, not months. In order to eliminate this 
impediment Ellucian is embracing a Model Driven Architecture (MDA) for the entire enterprise 
architecture.   While the goal is never expected to be fully achieved, it is the “true north” of the 
engineering team.  

At the heart of the vision is the High Education Data Model (HEDM). Instead of unique point to point 
integration, all Ellucian systems will exchange canonical JSON objects through a cloud based integration 
hub (iHub).   While the entire architecture will be part of the MDA approach, it will initially be most evident 
in the intricate HEDM subsystem. 

MDA like code generators will build stub interfaces for constructing adapters between existing 
applications and the iHub.  It is hoped the construction of these adaptors can be automated. However that 
needs to be explored. Hand coding is to be minimized to maximize agility. 

MDA like code generation facilities will automatically build routine user interfaces for simple CRUD 
operations. Following the MDA philosophy the generated Platform Independent Model (PIM) will be 
translated to pluggable platform specific models (e.g. Angular, etc.) allowing plug and play technology 
changes.   

Part of the reduction in the need for ETL comes from leveraging document storage for JSON, allowing 
modern analytic tools to directly query the persisted HEDM data, without the need for ETL.    

In contrast modern BI tools thrive with in data marts that use Kimball style dimensional models. Similarly 
the Enterprise Analytic Service (data ware house) will be an active member of the iHub.  It will consume 
bulk data and events to maintain current state for all Ellucian systems, and dynamically produce analytic 
content based on HEDM events.    

The complex process of transforming raw data to analytic products has many repeatable patterns. 
Consequently a high level model of the overall enterprise ETL factory is described in via meta data.  This 
data is then used to drive ETL tools, such as Pentaho.  The result is a high level experience for the 
engineer maintaining the DW that abstracts away the small steps that must be made in many places to 
achieve a particular requirement.  
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Architecture 

The following diagram provides an overview of the architecture, and the various aspects are discussed 
below.   This is intended to be just enough to get everyone the same page 

 

 

Applications, iHub, and HEDM 
Applications exchange information between themselves via the a messaging paradigm through the iHub. 
The internal state of each application is translated to a standard (canonical) collection describe through 
the High Education Data Model (HEDM).  

iHub Client 
The data warehouse connects to the iHUB like any other application. Unlike applications, the data 
warehouse mainly listens to traffic, and does not generate traffic. However, in principal the data 
warehouse can be a full fledged member of the system. 

HEDM Event Log 
The purpose of the HEDM Event log is to create a durable record of all events which have ever flowed on 
the iHub.  The Event log provides the only permanent record of all the HEDM Events which have flowed 
over the bus.   

It is anticipated that the Event Log will be mainly written and rarely read.  Reads would be used to recover 
after a failure, to support batch analysis of events, and to provide the history for an HEDM Event.  The 
choices for the HEDM Event log could be a database or a file system. Because of the usage 
characteristics the HDFS file system in Hadoop, or S3 file system on Amazon is a good match to the 
requirements of low cost voluminous storage that is easily processed in batch. 
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The S3 file system would be organized in a manner compatible with Hadoop Hive.  Hive materializes 
“external” tables as directories, with subdirectories used to partition the data.  The HEDM Client will 
collect JSON messages in small batches and deposit the messages in these directories.  

Hadoop 
Once the data is landed in the S3 file system it will be immediately queried using SQL with batch tools 
such as Hadoop Hive or interactive tools such as Impala. As a practical matter such access is not 
expected to be frequent.  The combination of S3 and Elastic Map  

Current State Loader 
The HEDM documents which arrive from the iHub may not arrive in strict chronological sequence. 
Furthermore it is possible that only a portion of the HEDM entity will be transmitted. Thus some 
processing may be required prior to applying the HEDM message payload.  The loader will periodically 
retrieve small batches of files from the event log, and apply those messages to insert or update a HEDM 
entity in a persistent store. 

It is expected that data will come out of order.  In order to resolve this, the Current State will not be 
updated immediately upon receipt of an event.  Instead there will be an empirically determined delay 
imposed. This is sometime referred to an optimistic approach with eventual consistency.  

Current Operational State 
The current State holds the result of applying the HEDM Event messages. It represents the single 
integrated view of the current operational state of a customer’s enterprise. Multiple customers 
organizations may be stored in the as it is will support multi-tenancy. 

The current state of all customer applications may be maintained in a cluster of MongoDB servers. This 
product it excels in ultra-high performance single record operations required by the workload. However a 
document data base is not transactional, and some thought must be given to analyzing the use cases. 
Other tools, such as PostgreSQL can offer ACID compliance, but with less JSON functionality.  

It is techniques such as sharing and replication may be necessary to support thousands of Ellucian 
Customers.  

As the data is received the MongoDB “upsert” option of “mongoimport” will be used to refresh existing 
entities and store new entities.  Upsert will write over existing records. This is exactly what is needed for 
maintaining current state.  If HEDM is delivered in pieces, then a more complex read, update, write cycle 
may be needed.  

If the history of any entity is desired, it can be obtained from the event journal.   If the request for history is 
frequent, an empirically determined cache can be maintained in another MongoDB. Currently this 
requirement is judged as rare and is not in the architecture. 

Denormalizaiton  
The same or a separate MongoDB may will used to support operational reporting on the current state. 

As the HEDM is normalized, and as pursuing relationships in MongoDB is potentially expensive the data 
may be denormalized by replacing relationships with the value of the relationship. This technique is 
common in big data solutions.  

Tests will be performed in production size data sets to assess the cost of joins for production reports. If 
joins prove to be costly, then empirically determined HEDM entities will be automatically denormalized, 
thus reducing the need for joins. This automatic denormalizaiton is subject to the 16MB upper limit on  the 
internal MongoDB documents (BSON ) and is not a panacea. 
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Indexer 
As HEDM documents are assembled the will collected by the indexer and stored in an associative index. 
Most likely this will be Elastic Search.  

Inverted Index 
This persistent store accepts JSON documents and stores them in a fully inverted index of all the data. 
Data in the index can be displayed in tools such as Kibana, or the REST interface used to build custom BI 
tools.   Faceted textual search will complement visual search provided by Tableau. 

Dimensional Analytic Store 
There are firm cognitive and performance reasons to use dimensional data models.  Such models can be 
virtual or real. To be begin with an analytic data store will be used to hold dimensional models.  These 
dimensional models will be based on the current Oracle dimensional models, but optimized for the unique 
features of the Redshift MPP column oriented database.  

As MPP databases go, Redshift less functional than most ( only column oriented, no user defined 
functions, smaller SQL subset, etc.) Alternative tools are available, but the given the ubiquity of Redshift, 
the strategy is to try to make it work. The standard technique to compensate is to prepare the data 
outside of Redshift and to bulk load it.   

The dimensional approach will be modified to more of a stream based approach.  By using Kimbal SC2 
type dimensions (SD1 are used today) the need to update dimensions could be eliminated. Some design 
issues remain in implementing accumulating dimensions, but it is believed that there are well documented 
algorithms to deal with them. During the Pentaho proof of concept an outside review will be done of the 
dimensional model. 

Data Integration 
The Pentaho tool will probably be used to perform data integration.   Unlike today, the interval for 
performing the integration jobs will be measured in minutes, not hours or days.  As a consequence data 
integration will overlap the querying of data and there will be no downtime. Indeed, even if there needs to 
be a down time, the load balancers can switch users from the current instance to the new instance of the 
analytic store.   

The Pentaho product will run on a series of EC2 Servers.  Each server will monitor a central monitor and 
control database.  The database will control the scheduling of jobs. The jobs will be defined with a GUI 
editor, with code deployed configuration managed with STASH. Dynamic scalability implemented with 
clusters being spun up as needed based on system monitoring.  

Meta Data Control 
An evolving meta data model will describe the end to end flow of processing through the system. The 
model partially exists today, and will be refined in collaboration with Pentao. This will always be a work in 
progress, with the various features as they become standardized translated standard templates. Every 
effort will be made to “Do Not Repeat Yourself” (DRY) as possible.  

Monitoring and Control 
One hall mark of modern complex systems is to have complex monitoring systems to monitor their 
behavior.   It is expected that software will be heavily instrumented with a rich collection of performance 
logs.  These logs will be mined for content and used to drive descriptive and predictive analytics.  This 
type of work is highly situation dependent.  At the first level simple aggregates will be collected and 
displayed in BI tools. Later on, more sophisticated descriptive, and predictive models will developed.  The 
goal will be to close the loop with business rules that take automated actions when standard situations 
are recognized. 
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Sprint Design Strategy 

The key requirement for the next generation system is agility. All components must be designed with 
a single premise in mind: “whatever you think the requirement is: it will change”.  Thus in building the 
system the ability to rapidly evolve from the wrong thing to the right thing is far more important than 
getting anything right the first time. Team communication, cadence, reliability, and performance trump 
functionality every time. It is far better to do not do enough, but to do it on schedule with high 
confidence than to achieve specific functionality.    

These sprints are aimed at quickly building up an end to end skeletal framework, and then 
systematically adding to it.  It does not wait for any one concept to be full defined.   By doing this the 
entire team will more quickly gain an intuitive understanding of what needs to be done and achieve 
the goal of proactive self-direction.   

The sprint cadence is very tight: two weeks.  While this might be uncomfortable at first, it will train 
everyone to start thinking in small achievable objectives, and help limit design debates. 

It is recommended that all aspects of project be worked on from requirements, design, development, 
test, automated test, automated deployment, and demonstration to the product owner. 

Suggested Sprints for Discussion 

Demo 1: Basic end to end  
• User enters his name in an ERP system 

• ERP system emits an HEDM event 

• HEDM event is recorded in S3 

• HEDM event is recorded in MongoDB 

• BI tool displays the event from Mongo 

• ETL job updates a dimension with his name 

• Redshift is updated 

• BI tool displays the data from Redshift 

• The Swagger GUI shows several incomplete HEDM APIS based on meta data 

• Using Swagger the user invokes a HEDM service an receives a response 

Demo 2: Meta Data Change 
• Meta data is updated to add a new field to a person:   eye color 

• ERP application is configured with graphical tool to map an existing internal field to eye color 

• HEDM event is generated 

• S3 is updated with the  and flows as above 

• Swagger shows access to the new entities via the REST APi 

Demo 3: Initialization (Bulk Load) 
• The BI tools demonstrates nothing is in S3 or Mongo. 

• A request is made for a bulk transfer for a single entity for a period of time 

• The request is forward to the program that produces the result 

• The source  program runs a query on the internal database of the system and a produces file of 
HEDM JSON messages. 

• The JSON messages are sent as a file to a client 

• The client deposits the file in S3 (separated by entity) 

• The data in S3 is loaded into S3 

• The BI tool shows the process worked 
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Demo 4: Performance 
• The HEDM simulator starts sending a HEDM message at multiples of production volume. 

• Monitoring facilities show that the iHUB does not queue 

• Monitoring facilities show that S3 is current 

• Monitoring facilities show that MongoDB is current 

• Monitoring facilities show that ETL is keeping up 

Demo 5: Continuous Integration and test 
• The QA manager explains the end to end architecture 

• The QA manager demonstrates the end to end build and monitoring system 

• Each team takes a turn introducing an error in their software 

• An integration test catches the error. 

• The error is resolved 

• The tests run. 

• Only one test is required of each step in the process. 

• The QA manager explains the status and plans. 

Demo 6: Complete Skeleton 
• All HEDM entities are implemented, but not all attributes are defined 

• The advancement application is capable of making some change to each entity. 

• The change to each entity is followed through the system up to the BI tools. 

Demo X:  Skelton Expansion 
• Subsequent demos should continue along this line adding additional HEDM attributes and 

showing their processing through the system. 

• Tests should accompany each functional slice 
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