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 RAID Aid: A Taxonomic Extension   

 of the Berkeley Disk Array Schema  
 
ABSTRACT: The 1987 Berkeley paper postulated and described five levels of architecture for Redundant Arrays of Inexpensive Disks 

(RAID).  Each increasing level was defined by a variation in architectural features, and an associated increase of some aspect of 

performance/capacity.  This paper attempts to follow that taxonomic lead by offering descriptions for levels 6 and 7. 

 

 Introduction 
 

Previous discussions
1
 of multiple disks using checksum parity, were broadened by the Berkeley paper

2
 

which addressed a full discussion of RAID levels 1 through 5 .  In this paper we begin by briefly 

summarizing the different levels in terms of their architecture, advantages, and disadvantages.  We shall 

than describe the extended levels 6 and 7 for RAID architecture, and then present conclusions. 

 

 

 A Brief Recap - RAID Levels 0 through 5 
 

Some practitioners
3
 have added a level 0 as a prefix to levels 1 through 5.  In the interests of 

thoroughness, we have included this level in this discussion. 

 

_____________________ 
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RAID 0Technically there is no redundancy at this level but it does provide for speed advantages, versus a 

single disk drive, by striping data in parallel sectors across multiple disk drives.  The I/O 
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transfer speed is increased for this architecture, however, a single drive element failure can 

result in an unrecoverable data loss. 

 

RAID 1Independent data paths allow for complete disk duplication or "data mirroring" in this 

architecture.  This level introduces redundancy in the sense that there are two copies of all 

data; this complete duplication increases also doubles the cost per megabyte.  The speed 

of transfers is faster than a single drive because of overlapping reads and parallel writes.  

Access time can also be improved because of accessing either copy of the data.  

Additional costs also derive from custom controllers and/or operating system changes. 

 

RAID 2Level 2 introduces hamming code error checking across the disks.  This introduces the possibility 

of data recovery without a complete duplication of data -- albeit it does require several 

check disks.  This also requires that all disks in a group be accessed, even for small 

transfers, and wait for the slowest to finish before the transfer is complete. 

 

RAID 3The distinguishing feature of level three is a single parity drive to accomplish redundancy.  This 

is achieved by interleaving the parity information at the byte level.  Typically, the drive 

spindles are synchronized.  It still requires that all disks in a group be accessed, even for 

small transfers, and wait for the slowest to finish before the transfer is complete.  Spindle 

synchronization is expensive and often limits the choice of disk elements. 

 

RAID 4Level 4 introduces the concept of interleaving parity at the sector or transfer level.  This permits 

faster individual disk reads for small transfers, and writes require accessing two disks.  

The parity check disk becomes a throughput bottleneck. 

 

RAID 5Parity information is spiraled across all data drives in level 5, which attacks the problem of the 

parity disk bottleneck.  This distributed parity increases write performance, but introduces 

high overhead to track the location of parity addresses. 

 

 

 Sixth Level RAID: Dedicated, Cached, Asynch Parity Drive 
 

The single architectural difference between levels 4 and 5 is that level 5 distributes parity check 

information over all the disks in lieu of relegating it to a single disk.  On the plus side, this overcomes the 

single (parity) disk write bottleneck problem and makes it possible to achieve some independent writes.  

(Recall that writes to any disk necessitate a parity disk read/modify/write sequence for parity check 

reasons.)  On the minus side, this level 5 feature introduces the necessary software tasks to keep track of 

addresses for each associated parity store on each disk in the array, and it doubles the required number of 

drives to match level 3 large write performance.   

 

With level 6, the dedicated parity drive enjoys independent data and control paths, and can receive cached 

transfers via an independent asynchronous parity bus, a cache bus, or an external bus.  Level 6 

architecture should extend the dedicated cache, and the independent and asynchronous control/data paths 

to each disk in the array. 
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Hence, level 6 is defined as a dedicated device memory cache, and a means of independent and 

asynchronous transfer and control.  It is noted that in this way level 6 enjoys all the performance 

advantages of level 5 -- in both small and large writes -- and still has the potential to outperform level 5 in 

small as well as large writes.   

 

 

 Seventh Level RAID: All I/O is Asynch, Embedded Operating System 
 

While level 6 achieved a substantial advantage over level 5, by nurturing asynchronous and cached 

transfers, it does not afford complete asynch control and data paths for all I/O transfers, in particular, the 

host I/O transfer path.  Level 7 architecture provides for complete I/O independence and asynchrony, by 

incorporating three crucial features:  

 

  (1)each I/O device/interface -- including host interface device(s) -- has a separate device cache, as well 

as independent control and data paths,  

 

  (2)each device/interface is connected to a high speed data bus and this bus has a central cache store 

capable of supporting multiple host I/O paths, and 

 

  (3)a real time process oriented operating system is embedded into this disk array architecture. 

 

One of the most distinguishing features of the level 7 RAID, is the integration of the process oriented 

operating system (OS) for the real time control of all I/O through independent data paths.  This feature 

explicitly recognizes the inherently asynchronous nature of host viewed disk storage.  Individual disks 

achieve their greatest throughput when they receive large sequential reads/writes.  Unfortunately, the 

demands made on a storage unit by the host -- especially a multiuser host -- are not heavily weighted with 

such transfers.  Viewed from the storage unit, the host appears to make a heavily read weighted, and 

visibly asynchronous serial stream of transfer requests.  More simply stated, storage behavior can best be 

described as a stochastic process. 

 

The OS component merges with the independent hardware structure of the level 7 architecture to achieve 

synergy between host expectations and disk drive behavior, yielding the following two heretofore 

mutually exclusive benefits: 

 

   (1)from the perspective of the host computer, it appears as a normally connected BFD 

(Big Fast Disk), and 

 

   (2)from the perspective of the individual disk devices in the array, it appears as a kinder 

and gentler host, that minimizes the total number of accesses and optimizes 

read/write transfer requests. 

 

One derivative benefit of this approach, is an ability to integrate parity generation into cache.  Successive 

update writes to the (still dedicated) parity disk can be queued and cached and timed for writing to the 
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parity disk to optimize the transfer process.  Writes can be scheduled to maximize the size and number of 

transfers with the minimum number of physical accesses to the drives. 

 

A natural ancillary feature of level 7 architecture is a separate communications channel between the array 

platform and the host computer.  This channel might provide the host a manner to communicate queued 

requests or other higher level requests to the array.  Alternatively, the array could initiate a 

defragmentation process, by arranging through this channel to busy some host files, and by then making 

the necessary changes on the storage disks.  These are presented only as representative tasks which might 

possibly use this additional host to storage array channel. 

 

 

 Conclusions 
 

The architectural changes of level 6 and particularly level 7 explicitly recognize the asynchronous nature 

of disk drive usage, and thereby optimize the (host viewed) process of asynchronous data transfers.  

Authors and practitioners alike
4
 

5
 

6
 

7
 

8
 have identified the requirement for RAID architecture to serve the 

transaction processing -- or asynchronous -- environment, and levels 6 and 7 are a natural evolution of the 

RAID architecture to support those requirements. 

 

 

_____________________ 
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