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Abstract:  Over the past 15 years the Storage Industry has experienced waves of intense change involving the 
nature and method of how storage services are made available to hosts.  The Industry is again on the verge of 
another such wave.  This paper describes the Storage Foundry product, outlines its philosophical underpinnings, 
briefly discusses it benefits, and speaks to the future direction of storage. 
 
 

Weaving the Divine Threads of Storage 
 
 
Background: Living in a Complex World of Storage Decisions 
 
The world of Storage involves many truths: NAS, RAID, SAN, File Systems, Virtualization, 
Load Balancing, LUN Masking, Data Sharing, Pathing, Fail-Over, Topology, Local Mirroring, 
Remote Mirroring, etc.  We live in a complex world of storage intricacies.  There are a plethora 
of Storage vendors – each promoting a particular method of attachment, a favored storage 
architecture, a varied array of features, and different performance claims and metrics.  
Goldilocks had only three choices to distract her; today’s IT managers and Enterprise Architects 
have many beds from which to choose –  too many.  Perhaps a brief review of Storage 
technology evolution will help to focus things in perspective.   
 
Storage: Technology Evolution 
 
Consider  the chronological evolution of storage technology.  This is represented in the pyramid 
below with  the  top of  the  pyramid  representing  the  
most recent chronological event, and conversely the 
bottom representing the least recent.  Each of the 
strata depicted in the pyramid are discussed below 
chronologically from the bottom up. 
 
Direct Attach.  As short as about 15 or so years ago, 
storage devices were directly attached to the host.  
One could almost say they were tethered to the host. 
There was no shared storage.  Storage was effective,  
slow, and dumb.   
 
RAID.  In the early 90s, the innovation of RAID 
(Redundant Array of Inexpensive Disks) came to 
practice.  RAID systems elevated storage to a much 
more intelligent stage.  Multiple disks were used to 
improve performance; the use of a parity protection scheme provided a safeguard for data across 
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the many disks which isolated the user from the consequences of a single drive failure.  RAID 
systems were intelligent and  fast, although they still emulated the same old dumb disk interface 
to the host(s).   
 
NAS.  The next evolutionary step involved a very interesting innovation with the method of host 
attachment – NAS or Network Attached Storage.   Networks were growing, why not break the 
tether and be able to install the storage resource anywhere?  This had some very positive benefits 
with the main deficiencies being twofold: (1) NAS installations were usually of a smaller size 
and very difficult to scale, and (2) NAS installations were difficult to manage.  One NAS 
appliance was great; two gave you more storage capacity; three were too many to manage easily; 
and many installations needed dozens of installations.   Arranging backup and administration of 
these appliances became an N-fold task. 
 
RAID.  As time progressed, the component disk in RAID systems grew at a frantic rate.  
Component disk sizes grew From 1 GB at the beginning of commercially shipped RAID systems 
until over 270 GB hardly a decade later.  Somewhere along that continuum increase of single 
drive storage capacity, RAID ceased to make practical sense.  A RAID system with many large 
drives would present the twin barriers of (1) a too-long reconstruction time during which data 
was at risk to a second failure, and (2) reduced performance during this reconstruction time.  The 
other alternative course of action for RAID system vendors was to shorten, dramatically, the 
drive count.  Some vendors did this down to 3 or 4 drives per RAID set.  The resulting penalty 
paid by customers involved the cost benefit payload.  IT managers realized that if they did not 
gain the performance benefits of striping across larger numbers of drives, why should they 
endure the associated dual costs of system complexity as well as the financial price of the RAID 
system?  Why not just mirror the data to satisfy your reliability criteria?  RAID systems, like 
discrete transistors, were great workhorses in their day. 
  
 SAN & Virtualization.  Virtualization techniques and SAN (Storage Area Networks) provided 
some real concrete benefits for those dealing with storage.  Together they delivered the ability to 
pool storage, enabled a scaling of this storage, and arranged a transparent logical to physical 
mapping to distributed storage devices.  As a dedicated storage network, backups could be LAN 
free.  Yet even with these benefits two truths began to manifest themselves.  First, administering 
such SANs was a burdensome task for IT and storage managers.  Second, regardless of how 
artful a job you did in designing a SAN system – it would never be a system that did anything 
else but manage blocks of information.   Users, on the other hand, care about files.  The most 
elegant SAN systems are constrained to manage only blocks, not files.  Therefore any 
opportunities to manage files or to have the system manage files, result in a system very 
cumbersome and awkward to design, and maintain.  Such systems are even more awkward to use.  
If the goal is to keep it simple, present SAN implementations violate this rule a hundredfold. 
 
IFS.  At the top of the pyramid is the newest innovation, the Interwoven File System or IFS.  The 
IFS approach is a practical attack of the storage problem head on.  By interweaving the file 
system design with volume manager software, the resulting storage system software solves both 
the scalability issue of storage as well as facilitates the management of that storage.  The result is 
an enterprise class storage system that combines the benefits of NAS as well as SAN.  This is 
discussed in greater detail below. 
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IFS: Integrating NAS & SAN On A Foundation To Manage Storage 
 
The basic three tier storage model is the simplest way to visualize this jump in storage 
technology evolution.  This model is comprised of (i) the application, (ii) the data, and (iii) the 
infrastructure to support the storage.  Both the application and data are the user’s domain and 
they value these two elements significantly.  The third element, the infrastructure, is necessary 
but not viewed by either users or designers as integral to the storage process.  The result is quite 
literally a boundary between the user data / application and the infrastructure.   
 
By employing the IFS, one can replace that boundary by a set of user defined policies.  These 
policies implement file management tasks such as mirroring (local or remote), archiving, and 
various HSM (Hierarchical Storage Management) operations.  These policies can span the 
interface between the user’s domain of applications and the storage hardware because of the 
interweaving of the file system and the volume manager; in other words, because of IFS.  The 
result is a system that simultaneously offers three key benefits:  (1) it adheres to the standard 
NAS storage interface and therefore accepts files as inputs, (2) on the infrastructure side it can 
support operation as a SAN, and (3) it facilitates automatic storage management policies that can 
be fashioned on a user by user basis. 
 
It is important to explicitly recognize the user’s objectives.  The user’s objective is never just to 
store data, or even just to store data at a high rate of speed.  Ultimately, the objective is to both 
store (at some acceptable speed) as well as manage stored data.  If one didn’t have an implied 
need to manage the data (back-up, disaster recovery, archiving, etc) one would probably not need 
to store it in the first place.   
 
Therefore, if one commences the storage process cognizant of the file being stored, one is in a 
superior position to continuously manage that file.  Conversely, if the system stores blocks as a 
starting point, the best to which it can aspire is to manage blocks.   
 
IFS Solution Set 
 
About 3,500 years ago the Egyptians created an entirely new entity by combining the head of a 
man, representing wisdom, with the body of a lion, representing strength.  The resulting sphinx 
was thought to convey the potency of both.  Following this lead, Data Foundation has combined 
the front end of NAS, representing the universality of the network attached standard, with the 
backend of SAN, representing the distributed advantages of multiple diverse storage devices.  
The resulting storage product delivers common interface access methods (NFS, CIFS, HFS) to a 
variety of storage elements that can be uniquely managed to deliver a range of performance, 
redundancy, access, and hierarchically managed goals – which are enjoyed on a user by user 
basis.   This delivers the potency of both NAS and SAN. 
 
What this means is that the following management policies can be established on a per volume or 
per user basis:  

• Automatic remote, local, and multiple copy mirroring  
• Automatic archiving as a function of time 
• Automatic backup (incremental and scheduled) 
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• Versioned restore (can restore every version of every file saved) 
• Automatic virtualization (metadata and X% local; (100-X%) located on archive storage 

 
In addition, the following storage policies can be established on a per volume or per user basis:  

• Data striping across drives 
• Data Segregation by restricting sets or groups of designated drives to be used 
• HSM designation station 

 
The following storage system features are also included: 

• Automatic load balancing 
• Automatic provisioning 
• Dynamic online file system expansion 

 
These features are achieved as a function of merging the file system and volume manager into 
one cohesive unit of software: the Interwoven File System – IFS.  In most systems the file 
system is written by one company and the volume manager by another (usually Veritas).  
Although they communicate with each other, they were not designed with a common set of 
objectives.  IFS was. 
 
By marrying the volume manager and file system and adding an HSM component, Data 
Foundation was able to produce the Storage Foundry – storage management software based on 
IFS that delivers the above features.  
 
Conclusion 
 
Based on IFS, the Storage Foundry provides an architecture that manages files as well as system 
resources.  The Storage Foundry product accepts commands to store files as files so that they can 
be automatically managed.   
 
This construction allows the artful integration of NAS and SAN.  The key benefits of each are 
harvested for the user without the usual penalties associated with each.   
 
As such, the Storage Foundry product becomes a threshold to the future.  The divine threads of 
storage are woven to provide an immediate platform that can be scaled and expanded now.  The 
Storage Foundry also provides a milestone on the path that can grow into future distributed 
systems presently under development by data foundation. 
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