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MEASURING UP FOR SERVER VIRTUALIZATION 

Peter Weilnau 
Chief Operating Officer 

The Information Systems Manager, Inc. (ISM) 

Server virtualization is one of the hottest topics for the capacity planner.  
How does a hardware virtualization environment like VMware ESX impact the 
performance measurements we’ve been accustomed to getting from Windows 
and Linux?  If you can’t measure it, you can’t manage it, so how are we to 
measure and understand this new environment?  This paper presents a lab-
based study designed specifically to aid in understanding performance 
measurements available directly from VMware ESX.  This study sheds light on 
the impact of virtualization on Windows performance counters. 

INTRODUCTION

Server virtualization is one of the hottest topics in the 
IT industry.  Gartner Inc. Vice President John Erick 
describes virtualization as a “megatrend." Megatrend 
may sound like a pretty strong word, but from a 
capacity planner’s perspective, we should consider it 
good news for our careers.   

Virtualization is hot because there are very real and 
quantifiable dollar savings to be gained through 
proper server consolidation.  That’s not a misprint. 
Server virtualization is a technological method to 
consolidate servers.   For those of you with a 
mainframe background, consider the business 
benefits of server consolidation mirroring the 
advantages of logically partitioning the mainframe. 

Server consolidation eliminates out-of-date hardware, 
reduces systems administration overhead, simplifies 
disaster recovery scenarios and can improve overall 
availability.  There are other benefits—nearly all of 
which translate into real dollar savings.  If you don’t 
believe it, do some web searches and you’ll find 
plenty of solid case studies that prove it.  

Here is the good news: To be successful with server 
virtualization requires some solid capacity planning 
discipline.  It has been quite a while since an IT 
industry “megatrend” was good for the capacity 
planners, but we’ve got ourselves a winner in server 
virtualization.   

The purpose of this paper is to introduce some of the 
basic issues involved with measuring and reporting 
performance information from a virtual server 
environment.  The issues will be explored by running 
a series of lab-based experiments and extracting 
measurements from various observation points.   

Background: 

The market need for server virtualization is a by-
product of the unabated growth in Intel-based 
Windows servers in corporate America.  The vast 
majority of these Windows servers are extremely 
underutilized.  The low utilization isn’t really the 
problem.  The bigger issue is the management cost 
required to keep all these servers operating correctly.  

Most of these servers were acquired and justified 
under the logic that one application per server would 
provide the best reliability and availability. Hardware, 
after all, is cheap.  Now, software and systems 
management expenses are the business drivers 
behind virtualization.  In many cases the servers are 
running on very old hardware.  Upgrading an existing 
server to new hardware can be quite complex.  
Upgrading the software is equally risky.  Virtualization 
provides a lower risk solution. 

Server virtualization removes many of the former 
roadblocks to server consolidation.  Some simple 
examples include: 



1. No need to figure out how to merge 
system images.  Virtualize each existing 
image and let them share a common set 
of hardware.   

2. The ability to move an existing Windows 
environment, which might be running on 
5-year-old hardware, to new hardware 
without building a new OS image. 

3. The ability to perform disaster recovery in 
a much simpler fashion. 

4. The ability to maintain the one application 
to one server approach, without the 
inefficiencies in hardware utilization. 

5. The ability to keep internal customers 
happy because you can still provide them 
with their own “server.” 

Server Virtualization 

There are a number software technologies available 
and others are emerging that will virtualize server 
hardware.  This paper is not attempting to compare 
products. This is provided only as a brief introduction 
to some of the available technologies: 

VMware appears to be the current market 
leader.  They have two offerings specifically 
targeted for server virtualization: 

VMware GSX Server, which runs as 
an application on a host operating 
system (Windows or Linux) to let you 
deploy, manage and remotely control 
multiple servers running in virtual 
machines. 

VMware ESX Server, which is virtual 
infrastructure software for partitioning, 
consolidating and managing systems 
in mission-critical environments.  
Unlike GSX, ESX does not run as an 
application within another operating 
system.  

Microsoft Virtual Server 2005 is Microsoft’s 
recent entry in the Virtual server space.  VS is 
hosted on a Windows 2003 Server and comes 
in both an Enterprise and Standard Edition. 

Xen, which is an open source-based 
hypervisor that currently supports Linux Only. 

Virtual Iron, which is in the server 
virtualization space, but is designed to pool 
multiple hardware servers into a single server 

resource that can provide virtual servers to 
Linux guests. 

For the purposes of this paper, we will be focusing 
specifically on VMware ESX.  We’ve chosen ESX 
because it is currently the virtualization platform of 
choice for large-scale virtualization of Intel-based 
Windows servers.  

About VMware ESX 

VMware ESX Server provides a virtualization layer.  It 
virtualizes the key resources: CPU, Memory, Network 
Adapters and Disk.  Virtual machines (VMs) can be 
defined to share these resources.  When a guest 
operating system is running within a VM, it has no 
knowledge that it is running with virtual resources.  

VMware also provides an isolation layer between the 
virtual machines.  This is a vital function of any 
virtualization solution.  Each guest must be isolated so 
it can’t cause another VM to crash.   

As one would hope, VMware provides useful 
instrumentation that is vital to successful capacity 
planning.  System level resource usage information is 
available for CPU, Memory, Network Interfaces and 
Disk.  Equally important is a view of resource 
consumption at the VM level.  VMware also provides 
instrumentation for each virtual resource at the VM 
level.

The performance data in VMware is all sourced from 
an area known as “proc nodes.”  Conceptually, these 
proc nodes act as accumulators of activity and can be 
sampled on an interval basis.   

VMware ESX is delivered with three different 
techniques for viewing this proc nodes data: 

1. Management User Interface (MUI) - is the 
VMware console.  This is a web based 
interface that presents a high level view of 
CPU and Memory utilization.

2. vmkusage – is a utility that can be installed on 
the ESX server.  Vmkusage samples every 1 
minute and updates web based graphs every 
5 minutes.  

3. Scripting API - is a COM based interface that 
allows programmatic access to proc node 
information. 

Virtual Center is an additional product from VMware 
that provides centralized management of many 
VMware images.  Virtual Center also has a facility for 
capturing and viewing information in proc nodes. 



Designing the Experiment 

The goal of this research was to capture performance 
information in a very controlled environment and then 
to evaluate the results and draw some conclusions 
about the validity and usefulness of the data in a 
VMware ESX environment. 

In order to accomplish this, we needed some test 
workloads that could be reused in different situations.  
The basic requirements for these workloads were as 
follows: 

1. Repeatability – The workloads had to be 
tunable such that we could create a 
consistent and measurable load on the 
system. 

2. Fixed impact over a specific period of 
time.  – The workloads had to be able to 
run for at least an hour in order to capture 
comparable data over the multiple 
sources of performance data. 

3. Drive key resources – Our hope was to 
drive workloads at the CPU, Disk, 
Memory and NIC levels.    

Early on, the experiment was designed to address 
both Windows and Linux, so we needed workloads for 
both environments, but it was not necessary that it be 
the same tool.  In the end the tools used were: 

� IOMETER – Originally developed by Intel and 
eventually turned over to the Open Source 
community.  This was our chosen workload 
driver for the Windows platform.  More 
information is available at www.iometer.org.

� Stress - a tool that imposes a configurable 
amount of CPU, memory, I/O, and disk stress 
on POSIX compliant operating systems like 
Linux.  It is free software, licensed under the 
GNU GPL. For more information go to: 
http://weather.ou.edu/~apw/projects/stress.

After running a number of experiments, we settled on 
the following specific test runs: 

� Workload1 – IOMeter – Windows – 9 disk 
worker threads and 1 network thread.  This 
created a relatively high CPU load and 
completely saturated the Disk with IO. 

� Workload 2 – IOMeter – Windows – 9 disk 
worker threads.  This yielded a relatively low 
CPU load but saturated the Disk with IO. 

� Workload 4 – Stress – Linux with a –d 1 
option.  This caused high disk IO and very 
high CPU time.   

� Workload 5 – Stress – Linux with a –m 1 
option.  This caused high memory activity and 
relatively high CPU activity. 

Another key element of the experiment was to use 
consistent hardware.  The hardware also had to meet 
minimum requirements for VMware ESX.  Knowing 
this experiment would require several weeks to 
complete, we picked up a used Dell PowerEdge 
Server on Ebay for a very affordable price, which 
would act as the test mule.  While not state of the art, 
it was more than adequate for our purposes.  The 
system was configured as follows: 

 Dell PowerEdge 2550 
 Dual CPU Pentium III 
 1 Gig Memory 
 2 NIC Cards 

Perc3 Raid Controller with 3 SCSI drives          
direct attached. 

Collecting the Data 

The whole experiment was predicated on the fact that 
we could collect data from different viewpoints during 
the whole testing process.  In order to do this we 
chose to use the following: 

 Windows: 
  Performance Monitor 
  PerfMan for Windows 
 Linux: 
  System Monitor 
  PerfMan for UNIX/Linux 
 VMware ESX: 
  Vmkusage 
  MUI 
  PerfMan for VMware 

We used multiple sources under each platform to 
eliminate the possibility of not being able to believe 
what one source was reporting.   

Running the Experiments 

The first major step was to install Windows Server 
2003 Standard Edition on the test server by formatting 
the disk.  Nothing additional was done.   We had to 
set up the data collection elements and then we ran 



workload 1 and 2.  All results were saved to another 
system. 

Red Hat Linux Enterprise was installed by 
reformatting the disk.  The SYSSTAT package was 
installed so we could collect performance information.  
We configured data collection and then ran workloads 
4 and 5.  Once again all data was saved on another 
system. 

VMware ESX 2.1 was installed by again reformatting 
the disk.  We configured it to run a Windows guest 
and powered it up.  Windows Server 2003 Standard 
Edition was then installed as a guest in a Virtual 
Machine (VM) with 2 logical CPUs assigned to it.  
Once that was complete and on the network, we set 
up data collection for VMware ESX and the Windows 
VM.  Then we ran Workloads 1 + 2 again.   

Another Virtual Machine with 2 logical CPUs was 
defined to VMware ESX to support the Red Hat Linux 
environment.  This included definition of a logical drive 
on which Linux could be installed.  Then we powered 
up the new VM and installed Red Hat Linux 
Enterprise.  Once again we installed the SYSSTAT 
package and configured everything so the system was 
accessible to the network.  We configured for data 

collection and, with the Windows VM powered off, we 
ran workloads 4 + 5 again. 

The next step was to have both the Windows VM and 
the Linux VM running at the same time and to run 
combinations of workloads on each.  Later in the 
process, we determined it would be useful to have 
tests run with only 1 logical CPU assigned to each VM 
and to run the same combinations of tests. 

Throughout the time of testing we maintained a log of 
tests run and durations.  Various screen captures and 
external information sources were also archived.  By 
the time the experiments were complete, we had a 
mountain of data to wade through. 

Evaluating the Results 

In order to compare the results of the experiment in 
some logical fashion, a spreadsheet was used to 
accumulate a variety test results.  Workload 1 under 
Windows and workload 4 under Linux were on one 
worksheet and workload 2 under Windows and 
workload 5 under Linux were on a second worksheet.  
A subset of one of these worksheets is shown in table 
1 as an illustration of the data we had accumulated. 

Windows - Workload 1     
Linux - Workload 4 Workload 1 Workload 1 Workload 1+4 Workload 1 + 4 
 Native-Windows Run as 1 VM Run as 2 VMs Run as 2 VMs 
 2 cps 2 lcps 2 lcps each vm 1 lcps each vm 
Date of Test 4/11/2005 5/5/2005 5/5/2005 5/9/2005 
Time of Test 14:45-16:15 10:30-11:00 5:30-5:45 11:30-12:00 
Memory Available 1 Gig 512 mb 512 mb 512mb
From Windows:     

Total CPU Utilization 79.23 77.9 72.45 100
Processor Queue Length 1.96 1.64 1.53 4.78
Context Switches 39503 8778 3928 8285
Total Interrupts 419 315 173 131
Memory Used mb 218 171 155 150
File Read Operations / sec 193.65 152.38 61.65 40.97
File Write Operations / sec 175.77 86.92 41.4 20.84
TCP/IP Megabytes per sec (loopback) 17.39 7.73 4.13 5.57
TCP/IP NIC 0.72 0.72 0.74 0.82
[Dynamo] CPU Utilization 40.52 22.87 21.01 16.5
[System] CPU Utilization 26.6 14.14 14.39 12.5
[Idle] CPU Utilization 20.77 22.12 27.45 0
[_Total] CPU Utilization 88.37 59.76 64.19 30
[Dynamo] IO Read Ops / sec 150.28 125.85 36.88 39.59
[services] IO Read Ops / sec 41.28 25.97 24.24 0.91
[Dynamo] IO Write Ops / sec  63.6 21.21 19.82
[services] IO Write Ops / sec  22.73 19.65 0.79

Table 1 Workload subset



Once the results were tabulated into an organized 
fashion, it became apparent that we had a 
tremendous amount of information.  We had much 
more information than we would be able to deal with 
in a single paper.  Preliminary analysis of the results 
indicated several areas of interest for further 
investigation.

1. System Utilization reporting from Windows 
2. Process Utilization reported by Windows 
3. System Utilization reporting from Linux 
4. I/O throughput from Windows 
5. I/O throughput from Linux 

Windows Process Utilization 

Given that over 99% of server virtualization efforts are 
targeted toward Windows, we decided to focus our 
initial investigation to the first two areas identified.  
Specifically we wanted to better understand exactly 
what was being reported by Windows for system 
utilization and process utilization.  Table 2 shows the 
relevant CPU utilization data collected from both 
Windows and ESX under 4 different scenarios. 

Test 1 Test 2 Test 3 Test 4 
Native

Windows 
Single VM
2 VCPUs 

2 VMs 
2 VCPUs Each 

2 VMs 
1 VCPU Each 

Windows System Utilization 79.23 77.90 72.45 100.00 
Windows “Idle” Process Utilization 20.77 22.10 27.55 0.00 
Windows “Dynamo” Process 
Utilization

40.52 22.87 21.02 16.52 

VMware Total Utilization  82.11 74.47 76.54 
VMware Windows VM Util.  78.32 38.88 44.81 
VMware Linux VM Util   30.29 26.16 

         Table 2 CPU utilization data

The first quandary is the process utilization for 
“dynamo” as observed over the 4 experiments.  
Dynamo is our 
workload driver, 
so it should be 
consuming the 
bulk of the CPU 
activity.  In the 
native case, total 
system CPU 
utilization was 
reported by 
Windows as 
79.23%.  During 
that same run, 
the DYNAMO 
process was 
reported as 
40.52% busy.  
Given that this 
was run under 
native Windows 
with no 
virtualization 
involved, there was no reason to doubt those 
numbers.  But now look at the results when run as a 
single VM (Test 2).  This was the first run with 

VMware ESX in the mix, but no other VMs were 
“powered on” at the time.  Note the Windows 

Utilization is 
77.90% and the 
DYNAMO 
process is 
reported as 
22.87% busy.  
Chart 1 
represents the 
key Windows 
counters 
graphically over 
the 4 test cases: 

The percentage 
of Idle time has 
been added to 
the total system 
utilization in 
Chart 1 to 
illustrate that 
System 
Utilization is 
computed as 100 

- %Idle Time.  Any time we show the total of those two 
numbers it should total 100.   

Chart 1 



At this point in our investigation, we know the process 
level utilization information from Windows in a virtual 
server environment must be wrong.  But we are also 
suspicious of the reported numbers for system 
utilization.

To understand what is happening with process level 
utilization, we must first explain how Windows 
schedules work and tracks CPU time at the process 
level.  This discussion will be a high level overview, 
but more detail on this topic is available through 
references such as Inside Microsoft Windows 2000 by 
David A. Solomon and Mark E. Russinovich.1

The unit of work which Windows schedules is called a 
thread.  A process is made up of one or more threads.  
A thread is dispatched to run on a CPU.  If you have 
multiple CPUs available, then multiple threads can run 
concurrently.  Windows selects the next thread to be 
executed based on a priority system.   When no 
thread is ready to run on an available CPU, then 
Windows dispatches the Idle thread for that CPU.  As 
threads are executed, Windows tracks how much time 
each thread is running on a CPU.  This execution time 
is tracked in 100 nanosecond units.   The Idle threads 
accumulate time like any other thread.  This Idle time 
is key to the calculation of System Utilization 
discussed above. 

 ( Process Execution Time / Sample Interval Length ) / 
# of CPUS * 100 

This calculation would compute a value between 0 
and 100 representing the percentage of total CPU 
resources used by the process within a given sample 
interval.

To understand what is happening with this counter in 
a virtual server environment, we had to trap the actual 
process execution times and compare them to a 
native Windows scenario, as shown in Table 3. 

This is an extreme case where the 2 physical CPUs 
are 100% busy running only 2 processes.  But it 
illustrates an important point.  The values represented 
in Table 3 are 100 nanosecond units.  To convert to 
seconds divide by 10,000,000.  So in the 1 minute 
sample, the counters account for 119 seconds of real 
CPU time.

Since the actual sample interval was 59.5492 
seconds, we could compute the CPU utilization of 
Workload2 as shown in Table 3. 

Process name 100 nanosecond units

Dfssvc                        0 
wpabaln                        0  
svchost                        0 
Workload2       1,190,160,000 
winlogon                312,500 
Idle                        0 
Cmd                        0 
Rdpclip                        0 
Lsass                        0 
scrnsave.scr                        0 
Msdtc                        0 
spoolsv                        0 
Smss                        0 
explorer                        0 
Csrss                        0 
System                        0 
logon.scr                        0 
wmiprvse                        0 
services                        0 

_Total       1,190,470,000 

      Table 3 Workload2 CPU utilization

Performance tools like Performance Monitor 
(perfmon) that use the Windows registry-based 
performance counters use standard calculations to 
compute values.  In the case of process CPU 
utilization the calculation is basically: 

( 1190470000 / 595492000 ) / 2 * 100  = 99.9568 

In a virtual server environment the results don’t work 
out so well.  Here is a situation using the same 
workload2 process and a 2 Virtual CPU situation 
using a 1 minute sample.  In Table 4 we’ve included 
the calculated utilization for each process. 



Process

100
Nanosecond 

Units Interval 
Computed 
Utilization 

Dfssvc 0 596248000 0.00
Wpabaln 0 596248000 0.00
Svchost 0 596248000 0.03
Wuauclt 0 596248000 0.00
Workload2 353749168 596248000 29.66
Winlogon 1250000 596248000 0.10
Idle 18750000 596248000 1.57
Cmd 0 596248000 0.00
Rdpclip 0 596248000 0.00
Lsass 0 596248000 0.00
Sfmsvc 0 596248000 0.00
Dynamo 254062000 596248000 21.31
Iometer 2500000 596248000 0.21
Msdtc 0 596248000 0.00
Spoolsv 0 596248000 0.00
Smss 0 596248000 0.00
Explorer 0 596248000 0.00
Csrss 937500 596248000 0.08
System 154375000 596248000 12.95
Mmc 3750000 596248000 0.66
Logon.scr 937500 596248000 0.08
Wmiprvse 0 596248000 0.00
Services 7343750 596248000 0.62

Totals 797654918  67.26
Table 4 Process CPU utilization

Notice in this sample, the total of all process activity 
amounts to 79.765 seconds.  At first one might think 
this is the real CPU time that this particular Windows 
VM had the CPU(s), but that doesn’t turn out to be the 
case.   

In a virtual server environment, VMware ESX is 
dispatching VMs to run.  A VM is not guaranteed to be 
running through the entire collection interval.  
Therefore, much of the CPU time accounting being 
performed by Windows is inherently inaccurate.  
Generally speaking, the CPU time associated with 
each process will be inflated to some degree.  How 
much it is inflated is unpredictable.  A Windows OS 
running within a VM is not aware that it is not running 
all the time. 

To investigate the above observations further, it was 
necessary to develop another workload.  In order to 
really understand actual throughput, we required a 

workload that could keep track of how much work it 
was actually accomplishing within the designated time 
frame.  We also wanted to focus purely on CPU 
execution.  We also decided to focus this testing to 
just Windows and to try some variations that would 
test more than one VM.    

The workload can run multiple threads, so it can 
consume resources on more than one CPU at once.  
Each CPU consumption thread is shown in Figure 1. 

Figure 1 CPU consumption threads



System - VMWIN1:    System - VMWIN2:   
Timestamp: 200506131028    Timestamp: 200506131028   
Interval Seconds: 59.6162   Interval Seconds: 59.7518   

Process Raw Value Computed Process Raw Value Computed 

  CPU Seconds Utilization   CPU Seconds Utilization 

dfssvc 0 0  dfssvc 0 0
wpabaln 0 0  wpabaln 0 0
svchost 0 0.039  svchost 0 0.039
wuauclt 0 0  Workload2 118.016 98.755
Workload2 117.406000 98.468  wuauclt 0 0
winlogon 0.218750 0.183  winlogon 0.140625 0.118
Idle 0 0  Idle 0 0
cmd 0 0  Cmd 0 0
rdpclip 0 0  Rdpclip 0 0
lsass 0 0  Lsass 0 0
sfmsvc 0 0  Msdtc 0 0
msdtc 0 0  Spoolsv 0 0
spoolsv 0 0  Smss 0 0
smss 0 0  explorer 0 0
explorer 0 0  Csrss 0.046875 0.052
csrss 0.015625 0.013  System 0.046875 0.039
System 0 0  logon.scr 0.03125 0.026
logon.scr 0.015625 0.013  wmiprvse 0 0
wmiprvse 0 0  services 0 0
services 0.046875 0.039     

 Total: 117.70288      Total: 118.281625  
_Total 117.75000 98.757  _Total 118.344 99.0294

      Table 5 60-second target sample

Here are results from a test that was run with two 
identically configured VMs running Windows Server 
2003 Standard Edition.  Each VM was given 2 virtual 
CPUs.  The workload program was run with 2 threads 
running on each Windows VM.  The CPU shares were 
identical on the VMs, such that they would have equal 
opportunity at the CPU resource.  The data sample 
shown in Table 5 represents a 60-second target 
sample with 2 physical CPUs available on the system. 

Notice that the total CPU seconds on each Windows 
system is very close to 120 seconds.  We know for 
sure that neither system actually saw that much CPU 

time, because there was only a total 120 seconds 
available total between the two systems. While an 
extreme case, this proves that Windows counters do 
not properly reflect real CPU time in a virtualized 
environment.   

The following two charts show VMware ESX data from 
the same period of time.  While the intervals in the 
charts represent 15 minute summaries, one can still 
verify that each VM really had a bit less than 900 CPU 
seconds each 15 minute interval, thus confirming no 
more than 60 seconds per minute. 



Chart 3 

Chart 4 

CONCLUSIONS

The CPU time accumulated in Windows process 
counters will include the time Windows was waiting to 
be dispatched by VMware ESX.  The higher the value 
the more wait time is included. 

The Windows system utilization will also include time 
that Windows was waiting to be dispatched by 
VMware ESX.  Remember our calculation for system 
utilization is “100-Idle time%.”  Idle time is computed 
using the same rules at the process level.  Therefore, 
the idle time % may also be inflated by time that the 
idle thread was pre-empted by VMware ESX.  
However, this is not the issue because when the idle 
thread is active (pre-empted by VMware ESX or not), 

the Windows system is idle.  The issue is that the idle 
thread measures too little idle time because it does 
not measure time the Windows system has non-idle 
threads dispatched that are pre-empted by VMware 
ESX.  Therefore, the idle time % is too low, so the 
100-idle time % is too high. 

Here is a simple hypothetical to illustrate these 
conclusions.  Suppose each line in the following 
schematic represents 100 seconds of time and we are 
considering a VMware system running two virtual 
machines, VM1 and VM2.  We consider them being 
dispatched on a single CPU, CPU 0.  The first line 
represents what is going on at the physical CPU 0.  
The second and third lines represent what is going on 
from the Windows systems running inside VM1 and 
VM2 respectively. 

From this schematic we can draw these conclusions: 

The utilization values measured from VMware’s point-
of-view would be: 

CPU 0 is 75% busy 
VM1 is 25% busy 
VM2 is 50% busy 

The utilization values measured from Window’s point-
of-view would be: 

VM1 is 100-50 = 50% busy and it does not matter 
how much Win/VM1’s idle thread is pre-empted 
Vm2 is 100-25 = 75% busy 

CPU 0 VM1 VM2VM2 Idle

Win/VM1 VM1 VM1

Win/VM2 VM2 VM2VM2



SUMMARY

The megatrend of server virtualization is in its 
formative stages.  Many companies have successfully 
virtualized server images and saved real money.  As 
capacity planners get more involved with this trend, 
we’ll struggle with how much of this data ties together. 

Clearly the experiments discussed have uncovered a 
wealth of curious relationships between the measured 
results from VMware ESX when compared to results 
from both Windows and Linux.  In the preparation of 
this paper, we’ve only had the time to investigate and 
present conclusions on one small set of Windows 
data.  It is this author’s hope that, in the future, 
additional relationships can be researched and shared 
through CMG and other organizations. 
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