
privacy concerns, ranging from protecting the integrity of
credit card transactions on a point-of-sale (POS) terminal to
protecting private voicemail.

In this survey we review basic attack profiles and system
vulnerabilities and discuss best defense practices. We look at
system hardening from the standpoint of hardware, software,
and mixed hardware/software elements, such as secure boot
and hypervisor control of memory.

As formal security certification at a product level is
quite specific to a given application, with details understand-
ably kept quite secret, we also propose methods of generating
useful metrics to determine the general robustness and suit-
ability of SOC and system components from the standpoint
of security.

Threat Profiles
It’s useful to know exactly who it is that we’re worried about.
What are their skills? What sort of resources do they have?
The type of threat varies drastically, ranging from relatively
low-intensity software assaults based on techniques that may
be found in online newsgroups (such as alt.hacker or the
various “warez” sites) to well-funded industrial espionage.

A reasonable breakdown of attacker profiles is as follows:
A clever outsider: This person is intelligent but may

have limited knowledge about the system. This individual
has access to moderately sophisticated equipment and will
typically take advantage of known weaknesses rather than
creating new ones.

A knowledgeable insider: This person possesses special-
ized technical education and experience. The individual will
typically have an uneven understanding of the various com-
ponents of the system but, due to their placement “behind
the firewall,” will have access to details that can be particularly
damaging. Such people have access to highly specialized tools
and instruments for analysis.

A funded organization: An organization will be able to
assemble teams of specialists with complementary skills.
Where the knowledgeable insider may have expertise in
specific areas, organizations can fill in the gaps by adding
personnel. They will have access to advanced analytical
tools as well as sophisticated equipment to modify compo-
nents. Focused ion beam (FIB) is a technique requiring
complex and expensive equipment used to modify inte-
grated circuits. Such equipment is well beyond the means of
most individuals but is available to the sort of organizations
engaged in breaking high-value security.

Attacks
As the skills and capabilities of the attackers vary, so do their
methods. We start with a few that can be found in essentially
all levels of threat.

A broad class of software attack relies on the attacker’s
gaining sufficient privilege in an execution environment to
gain access to sensitive devices or data. For example, in the
development of the iPhone software architecture, elements
such as the browser were left at the system privilege level.1

EMBEDDED SYSTEM SECURITY
An Overview and Analysis of Attack Profiles and Defense Strategies

By Frank Altschuler  and Br uno Zoppis , Trango Vir tual  Processors  {1/14/08-01}

As our electronic devices take on more and more responsibilities, we are pushing an increas-

ing volume of our personal information into our cellphones, media players, set-top boxes,

and other appliances. As a result, embedded security now encompasses the full spectrum of

©  I N - S T A T J A N U A R Y  1 4 , 2 0 0 8 M I C R O P R O C E S S O R  R E P O R T

REPORTM I C R O P R O C E S S O R
T H E  I N S I D E R ’ S  G U I D E  T O  M I C R O P R O C E S S O R  H A R D W A R E

www.MPRonline.com



This made sense from the standpoint of system integration,
but left the system vulnerable to attack, as any system com-
ponent that could be compromised would have the highest
privilege level and therefore access to most system
resources.

A recent example of the use of this method was made
public this past summer by Charlie Miller, et al. They were
able to crash the phone’s Safari web browser by pointing it
at a malicious HTML document and thereby take control to
access regions of memory containing sensitive private infor-
mation such as iTunes keys and phonebook entries.

In actual use, this sort of attack can be initiated by the
simple expedient of emailing the victim a link that points to
a server hosting the malicious HTML. If the recipient clicks
on the link, using a device for which the attack is “tuned,” that
recipient will in all probability be victimized.

DMA controllers are a particularly difficult issue from a
security standpoint. They offer a powerful mechanism for
moving data quickly and efficiently, but they do so beyond the
control of most of the system. If the target device is DMA
capable, then a malicious application can completely compro-
mise a system, either by injecting code or data or by obtaining
access to sensitive data. DMA controllers, due to the ease with
which they can be made to bypass protections and access
memory, typically come in for a great deal of scrutiny as the
SOC and system are being designed.

A method of attack that preys on commonly used data
structures is the buffer overflow attack. Such an attack typi-
cally takes advantage of stacks that are created to store user
input for a program. Applications developers very often set
up a defined and limited region of memory in which to place
user information such as name, address, phone number, and
other typical forms-based data. In normal operation, data is
placed in the stack as the user inputs it, along with a return
memory address.

However, in some cases, applications do not properly
check to see if received data exceeds the available buffer
allocation. It is then possible to send the buffer outsized
data along with a malicious piece of executable code in the
place of the expected user input, along with an address
that overwrites the return address of the calling function.
The outsized data results in the use of more space than the
stack’s allocation, causing the buffer to overflow. At the
same time, as the return address has been overwritten with
a pointer to the attacker’s malicious code, when the func-
tion attempts to return, execution moves to the code that
the hacker had written at the false return address. The
compromise is achieved and control has passed to the
intruder.

Once the attack has succeeded in pushing code execu-
tion into its domain, the degree of system-level compromise
is then dependent on the level of permission granted to the
recently hijacked process. Again, if the program being com-
promised doesn’t have broad system permissions, the severity
of the compromise is minimized.

Because of the widespread use of these sorts of data
structures, this is a fairly popular method of attack, so the use
of buffers and stacks in any security barrier such as the hyper-
visor or security kernel should be minimized or, ideally,
avoided entirely.

As we have shown, a great deal of control is possible by
compromising components of a running system. When the
system is off, however, there’s quite a bit of additional mis-
chief that can be created. In some cases, the intruder is able to
write to storage devices, such as the one holding the boot
code. This allows the intruder to modify the code so that the
next time the device boots, it does what the attacker wishes,
rather than what it was designed for. This sort of attack is
more likely to be carried out by the next-higher tier of hacker,
the “knowledgeable insider.”

Design features that are used through the development
process are common back-door avenues to gaining access to
systems. The Joint Test Action Group (JTAG) port is a
boundary-scan port that connects to numerous board-level
and chip-level resources within the product and can enable
an attacker to gain access to almost any sensitive asset, mod-
ify execution flow, or modify executed code.

Typically, the decision as to whether to ship with the
JTAG port present is complex, as to leave it out means that
debugging in the field is made extremely difficult, but to leave
it in creates a huge potential vulnerability. This is a perfect
illustration of the tension that exists in design between mak-
ing the product as open and useful as possible while at the
same time shutting down avenues of mischief.

An external memory bus, if present, offers a significant
opportunity to attackers and a significant challenge to security
design. If the attacker can get a probe on the external memory
bus, then it’s possible for that attacker to develop sequences
that can be forced back onto those same buses in order to trick
the system into giving up some of its secrets. This is the “replay
attack” we referred to earlier. Even encrypted SDRAM can be
subject to this kind of attack through copying or replaying of
the chosen memory’s contents.

The translation lookaside buffer (TLB) is a cache of
recent translations of virtual memory addresses to physical
addresses. This subsystem comes in for particular scrutiny, as
it is part of the system that is both critical for system per-
formance and vulnerable to attack. For our purposes, there
are two major categories: hardware filled, incorporating a
device called a hardware table walker, and software filled.

On systems with hardware table walkers the TLB refill
is automatically done by the hardware when a TLB miss
occurs. If the attacker has hardware write access to the con-
tents of the memory containing the MMU descriptor tables,
the attacker can inject false translations into the tables. That
action may, for example, create a mapping to internal mem-
ory or sensitive devices.

A somewhat different strategy applies to architectures
with a software refill strategy for the TLB. While the MMU
and TLB are register controlled and require privileges for
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access, there is still a vulnerability, in that the code executing
the refill and the data operated on by that code are in mem-
ory and are accessible to a rogue application.

In cryptography, a “side channel attack” is any attack
based on information gained from the physical implemen-
tation of a crypto system rather than theoretical weaknesses
in the algorithms. Well-known attacks are timing attacks2,
power measurement, or radiation monitoring. In these
attacks, the power or radiation signatures are compiled and
compared against known system activity, looking for pat-
terns. Once patterns and corresponding internal activities
are determined, fault injection can be timed for the correct
places to derail the system appropriately.

While some hackers content themselves with what can
be learned from outside the SOC packaging, for certain high-
value targets such as POS terminals, there is a realistic concern
that attempts will be made to physically remove the packaging
from the embedded device in order to perform signal probing
and analysis on internal memory. As a first step down this
path, the attacker, most likely part of a team, melts the cap off
the chip packaging with heat or acid in order to place micro-
probes. With that done, the device is run and the attacker
attempts to analyze patterns and determine vulnerabilities.

Fault injection is a method whereby the attacker tries to
affect normal system operation by using power glitches, heat,
or high frequencies. Once a combination has been shown to
drive the system into a more “useful” state, more can be
learned to further break down the system’s security.

In a Resource reuse attack, the developers of an appli-
cation have assumed that once a resource, such as an object
or file, has been disposed of, the resource’s contents in mem-
ory have been similarly disposed of. This is not always the
case, and an attack can take advantage of this fact to scour
memory for useful bits of leftover information. Typically, in
a secure environment, cryptographic applications are used

to keep track of and clean any resources containing sensitive
assets before returning those resources to the system
resource pool.

However, in the case of an application crash, or external
stop, that behavior cannot be guaranteed. Even with security-
minded memory usage and a tightly controlled resource
pool, an appropriately timed fault injection, such as a power
glitch, could leave memory with residual data that could then
be siphoned off by hackers.

A denial-of-service (DoS) attack is an attempt to make
a computer resource unavailable to its intended users, usually
either by saturating its communications paths or by explicitly
forcing a reset.

There are a number of approaches that attackers use in
this category including creatively named attack profiles such
as the “Smurf attack”3 This attack takes advantage of badly
configured networks that will respond to “ping” requests to
IP broadcast addresses. The pings in this case have the
return address spoofed to be that of the victim. These net-
works then become “Smurf amplifiers,” generating large
amounts of traffic targeting the victim system. This sort of
attack has not been seen of late. It is a fairly straightforward
thing for systems administrators to configure their net-
works to reject ping requests to broadcast addresses and not
to forward such packets. While no longer an active threat,
this method provides a good illustration of the common
themes of DoS, or, more properly, the distributed denial of
service (DDoS) attack: the exploitation of flaws in common
system features, the hijacking of large numbers of innocent
devices to amplify the effect of the attack, and the resultant
compromise of the target’s defenses.

In a number of modern attacks, the distribution
method for the malware has evolved to include sophisti-
cated software robots or “bots” positioned within previously
compromised systems. These bots are chained into large
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ble from virtual address space. The attacker, using specialized probes, directly accesses the external memory to modify the MMU descriptor tables
(2). When it’s time for the next TLB refill for the virtual address (3), the targeted data is mapped into virtual address space for pick up by the attacker.
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conglomerations or “botnets” for the actual coordinated
DDoS attack.

Architectural Approaches to Security
Now that we’ve described some of the major attack profiles
and strategies, we will develop some of the elements
required to design systems that are, if not fully bulletproof,
at least highly secure and hack resistant.

In systems where a DMA controller is required, strate-
gies for securing the device against attacks include placing
the DMA controller behind a firewall or virtualization layer
and making sure that all interfaces are internal to the SOC. If
there is no choice but to have memory external to the SOC,
then an encryption scheme should be considered for all data
traffic with that memory. This doesn’t protect the system
against so-called “replay attacks” discussed earlier, but it will
certainly help defend against the lower-tier attacks.

External memory buses, in general, are something to be
avoided from a security perspective. If on-chip resources are
insufficient and designers are driven to use external memory,
then it’s important to take control of what is allowed to leave
the chip and present clues to someone probing the bus.
Designers should see to it that they keep as much system-
critical information as possible on chip, where a hacker’s abil-
ity to probe is, if not impossible, at least maximally difficult.

In cases where the boot code could be compromised,
such as when the use of ROM or OTP memory is not possi-
ble, a defensive measure is to create a secure boot loader. This
mechanism involves both hardware and software and creates
a process by which the system BIOS is cryptographically
signed and validated as the boot sequence proceeds. This
guarantees that as the boot sequence hands off control to the
OS, the machine is in the state that the designers intended.

However, even with the boot process thoroughly pro-
tected, once the system has fully booted, the runtime image
can still be subject to attack. IBM has taken the concept a
step further by providing a runtime signing capability in the
cell BE processor, thereby creating an additional layer of
device security.4

If designers elect to keep the debug port active in a ship-
ping product, and this is clearly not recommended from a
purely security-minded perspective, then access to the JTAG
port needs to be given the same degree of protection as the
rest of the system. A challenge/response mechanism can be
put in place to wall off that particular avenue, and sophisti-
cated schemes have been proposed that allow for graded
access to internal resources, based on an access manager, sep-
arate from the internal processor, interacting with an external
secure server to manage keys and access for test equipment.5

This same strategy, using a separate security processor
to control access to system resources by other processors
within the same system, can be applied more broadly to mul-
tiprocessor SOCs, where the additional cost and complexity
are justified by the nature of the property being protected,
such as set-top boxes.

Removing the cover from an integrated circuit while
leaving it operational and subject to probe is not something
that’s apt to be done to get somebody’s iTunes keys. However,
where the financial loss from the successful compromise of a
system is truly substantial, such as a point-of-sale terminal or
sensitive military/governmental equipment, it must be
assumed that sophisticated and well funded assaults will be
attempted.

To avoid this, it is possible to cover the sensitive elec-
tronics with an extremely fine intrusion-detection mesh.
When on-chip circuitry determines that an intrusion has
occurred, sensitive data, such as the crypto keys, secure boot
image, and root hypervisor, is destroyed, and the device is
rendered inoperable.

Strategies to harden client systems and networks
against DoS attacks include various protocol-based meth-
ods of prioritizing legitimate or authenticated traffic over
background or attack traffic. A good example of this is the
“FastPass Protocol.”6

FastPass provides encrypted availability tokens to
clients. Client messages lead off with a set-up packet that
provides downstream devices with the authentication infor-
mation. When a set-up packet is validated, the rest of the
packets in the message go though in a chained fashion at
high priority. Messages not having a validated availability
token are dealt with as time and bandwidth permit.

Most operating systems have a degree of security built
in. The sophistication and integrity of the built-in security
is the subject of much debate but, in general, security
minded flavors of Linux such as SE Linux, a Linux deriva-
tive with roots in the NSA, are considered to be robust from
a security standpoint (http://selinux.sourceforge.net/). SE
Linux includes a rich set of access controls that allow the
system to be partitioned off into very fine-grained security
domains. The old “user-group-world” classifications are
expanded to include numerous additional types that can be
used to create extremely sophisticated security policies. The
idea is that if a device driver, for example, is compromised
and used to attempt to access resources that are out of
bounds for that driver, the OS will deny access and generate
an exception.

These sorts of mechanisms are important but, from the
standpoint of the total system architecture, they miss in one
important respect—the “attack surface” is still large. The OS
and all of its attached services will still be analyzed for any
overlooked vulnerabilities, and, the developers being human,
it’s likely they’ll be found. The security integrated within any
given OS is only one piece of the security puzzle.

Security Through Virtualization
Virtualization has recently made the move from the enter-
prise computing space to the embedded world. Virtualiza-
tion involves the abstraction of system resources under the
control of a virtual machine monitor (VMM), sometimes
called a hypervisor. Hypervisor technology makes it possible
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to run simultaneous execution environments, each of
which exists in isolation from the others and each of which
operates on a virtual representation of the base hardware
platform.

There are numerous advantages to the use of virtual
machines (VM) from the standpoint of device consolidation
and resource optimization, and there are numerous architec-
tural approaches to their design, ranging from “native” or
“full” virtualization to “paravirtualization,” the most common
approach used in embedded applications. Within paravirtual-
ization, there are further subdivisions, including microkernels,
microschedulers, and thin, light products that essentially
extend the hardware abstraction layer (HAL) concept to
include virtualization features.

From a security standpoint, the use of virtualization
allows designers to mitigate the potential damage of a com-
puter security attack by implementing privilege separation
and least privilege principles.7,8

Privilege separation requires that the application be split
into privileged and unprivileged parts, with the privileged
components kept as small as possible to minimize the attack
surface. Therefore, a successful attack against the larger, unse-
cured component will gain minimal access to sensitive data.

Least privilege requires that every software module be
able to access only the information and resources required for
its legitimate purpose.

A brief overview of the various types of virtualization
is in order. Under “native” or “full virtualization” the VMM
is responsible for capturing and processing all instructions
executed by the guest OS. The benefit of this approach is
that the guest OS can run unmodified. In addition, as the
OS is completely decoupled from the hardware, it becomes
possible to create highly portable applications where plat-
form differences are buried in the hypervisor. The downside
of this approach is that there is a significant penalty in sys-
tem overhead, especially on hardware platforms not
equipped with hardware virtualization support.

Native virtualization counts on the underlying hard-
ware platform’s having significant hardware support for vir-
tualization, such as is found in Intel’s VT architecture or
AMD’s Pacifica. In these systems, the state of virtual
machine resources is maintained in hardware, and the per-
formance overhead consumed by the VMM is significantly
reduced. The advantages of this technique are similar to full
virtualization in that the guest OS can run unmodified. Dis-
advantages are a slightly larger die area for those products
incorporating the technology and the fact that not a lot of
currently available embedded devices incorporate this level
of support.

Paravirtualization is a technique by which certain OS
instructions, typically “privileged” or kernel-mode instruc-
tions, are replaced with “hypercalls” or API calls to the hyper-
visor. This removes the burden of processing all guest
instructions, lowering system overhead and improving per-
formance significantly. The downside, of course, is that the

guest OS must be “touched,” but, in practical terms, it turns
out that the impact is slight.

For example, in analyzing Linux, it turns out that priv-
ileged instructions reside in only 15 files within the /dev/arch
directory.

Within the general category of paravirtualization there
live several subspecies of hypervisor:

A microscheduler (Figure 2) is a program that, as the
word implies, acts to allocate system resources on a fixed
schedule. Typical commercial implementations operate the
microscheduler in kernel mode while hosting a guest OS
that similarly operates in kernel mode. What this means
from a security standpoint is that the guest OS must be a
“good citizen,” as it’s entirely possible for the guest to bypass
the microscheduler should it, or an attacker, so desire. This
basically leaves the entirety of free memory vulnerable. To
fix this vulnerability, developers of microschedulers typi-
cally add an optional security engine to monitor and con-
trol hardware access.

A microkernel (Figure 3) is essentially an operating sys-
tem that has had the bulk of typical OS services removed and
replaced with mechanisms that allow those services to be
implemented at a user level. The advantage from the stand-
point of security is that there is no risk that a user-mode
entity will access the underlying hardware, as the kernel-
mode calls have been removed. Disadvantages center on the
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maintenance of multiple processing domains, which entail
complex interprocess communications (IPS) mechanisms as
well as additional context switches when execution moves
from the microkernel’s local processing domain to the
domain hosting the guest OS and its applications.

Another approach to virtualization is to create a hard-
ware abstraction layer (HAL) and add additional services to
accommodate multiple execution environments (Figure 4). A
HAL is a minimally thin translation layer for the hardware
that allows for greater software portability. In adding support
for multiple execution environments, developers create what
is in essence a nanokernel, though that language is imprecise.
The practical difference between this approach and a micro-
kernel-type solution is that, whereas microkernels are
designed with certain guest OS in mind in architecting their
service interfaces, a HAL is more hardwarecentric and, as a
result, OS agnostic.

The key element from the standpoint of security is the
ability of all commercial hypervisors to control access to
hardware resources such as the system MMU. For example, if
a client application such as the web browser is corrupted by a
rogue HTML site, and attempts to access memory that is out
of bounds, then the hypervisor will enforce memory bound-
aries and protect sensitive data appropriately. Securing a
software-filled TLB can be accomplished by the use of a
secure hypervisor to check suspect refill data against known
boundaries for applications resident in a particular execution
environment, thereby keeping program execution “in
bounds.” Within a router or other client device, a hypervisor
can be used to provide a degree of DoS protection by using
multiple VMs to control access to any given resource and by
requiring appropriate credentials, preventing a VM from
using resources considered “out of bounds.”

In the design of the virtualization architecture, the
default communications paths between virtual machines
must be minimal, with the ideal case being no communica-
tions whatsoever without explicit authorization from VM
to VM.

As the overhead in creating additional VMs is low, it is
also possible to create “backup”VMs with their own “backup”
operating systems already booted and placed in a suspended
state. Then, should a processing domain become compro-
mised by DoS, the system health monitor that has been run-
ning in its own execution environment can suspend operation
of the compromised VM, migrate active processes to the
backup VM, and continue execution. This method helps
maintain greater uptime during an attack.

As VMs must typically be provisioned explicitly from
the standpoint of CPU time and available memory, the VM
requesting resources presents a smaller “attack surface” to DoS
and in some cases can restrict vulnerability further by limiting
the number of messages received to avoid saturation attacks.

Secure boot mechanisms can be made more robust by
extending authentication mechanisms to the system’s virtual
machines (VM). After the hardware boots, the secure boot
mechanism signs the first VM. The first virtual machine can
then implement a second level of secure boot, extending the
“chain of trust” through additional signed and validated VMs
until the system is fully populated and the boot sequence of
all physical and virtual machines has been completed.

As with any system building block, there are both
advantages and disadvantages to be analyzed. Hypervisors
provide a high degree of security and isolation between exe-
cution environments by default. But, what happens when
data must be shared between environments? Many hypervi-
sors handle this by creating communications channels or
shared memory regions between execution environments.
This then becomes a second level of vulnerability, so care
should be taken to make sure these paths cannot be used by
malware to move data from a secure/trusted zone to an
insecure/untrusted zone. A layered approach comes into play
for these sorts of circumstances. For example, a challenge/
response mechanism can be incorporated for moving data
between execution environments via shared memory. With
that mechanism in place, should a compromise occur on the
untrusted side and gain access to the shared-memory region,
it still can’t access data from the trusted side. Using the exam-
ple of the compromised web browser, the attackers may gain
access to a shared region of memory, but they are not going
to have access to the challenge/response mechanism, and
therefore no sensitive data will be presented from the secure
environment to the shared memory region.

Another area where system-level issues play into the
use of virtualization is the hypervisor’s response time. If the
response time is such that the RTOS cannot function prop-
erly over the hypervisor layer, then the RTOS is typically run
in kernel mode and is directly in touch with system hard-
ware through privileged instructions. This creates or, more
properly, leaves intact a vulnerability through a possible
compromise of the RTOS.

As with many other aspects of design, less is more. A
smaller hypervisor footprint creates less attack surface to
be policed and faster response times for the servicing of
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hypercalls. A smaller footprint also allows the hypervisor
root image to be kept on chip to avoid an external probe of
the memory bus, exposing coding details.

ARM TrustZone Technology
TrustZone (see Figure 5) is a technology that combines
hardware and software to provide security to consumer
products.9,10,11 On the hardware side, special “security
aware” memory wrappers, system buses, debug ports, and
interrupt controllers are integrated into the SOC. In addi-
tion, TrustZone adds a new Secure Monitor mode to the
CPU architecture and core.

On the software side, a Secure Monitor, available from
Trusted Logic, runs in the new Secure Monitor mode and
acts as a gatekeeper between secure and nonsecure states.
When the OS invokes the TrustZone instruction (Secure
Monitor Interrupt or SMI), the security monitor is put in
control, with the processor gaining additional levels of priv-
ilege to run trusted code as well as control access to trusted
resources through the security bit or “S-bit” embedded in the
security-aware peripherals. Access to secure memory is con-
trolled through the use of security tag bits or “S-bit tags” in
the MMU and TLB. These are used to divide memory into
secure and non-secure regions. The secure monitor further
enforces security through separation of interrupts into secure
and nonsecure, and the ability to disconnect/reconnect the
debug port.

TrustZone technology has been designed to protect
both on- and off-chip memory and peripherals from soft-
ware attacks. Through careful system design, TrustZone can
additionally provide measures of security against some
kinds of hardware attacks. For example, it is possible to put
trusted code in SOC internal memory and ensure that hard-
ware table walker tables on external memory are unable to
target internal memory or sensitive devices (the TLB refill
will fail). Thus, having hardware access to external memory
does not provide access to sensitive assets.

TrustZone provides for binary compatibility for operat-
ing systems running in the non-secure world. Extensions
must be written if the operating system needs to communi-
cate with applications in the secure world. Also, some regis-
ters accessible in privileged mode on a non-TrustZone
platform can be forbidden in privileged/nontrusted
mode while running on TrustZone.

However, one potential drawback of this
approach is that TrustZone provides only two envi-
ronments. Typical applications require three or more:
an operating-system kernel such as an RTOS, a secu-
rity kernel to handle DRM or other secure processing
requirements, and the “rich OS” controlling the user
interface, typically Windows Mobile, Symbian, Linux,
etc. The Small Terminal Interoperability Platform
(STIP) application12 shown in Figure 5 could be any
of a range of secure payment methods. As shown, it is
kept secure from any intrusions that may occur on

the Normal side of the barrier enforced by the Secure
Monitor.

A key objective of many embedded projects is to reduce
the bill of materials; the drive on the part of many OEMs is to
make sure that a single processor has enough CPU horse-
power to absorb multiple functions. The same CPU would
ideally run the radio stack, the application OS, and secure
applications (DRM, payment). Placing the radio stack in
privileged secure mode creates a vulnerability to hardware
attacks on external memory and boosts the size of the trusted
code base (TCB) considerably as, for example, a 3G GSM
stack typically consumes several megabytes, much greater
than the size of typical SOC internal memories. This leaves
the choice between running the GSM stack in normal mode
by integrating it with the application OS or running it in a
third execution environment, a feature not provided by
TrustZone.

So TrustZone does a great job of protecting the hardware
but lacks the ability to manage enough security domains for
many system-level applications. A standalone hypervisor can
provide a degree of protection against software attacks and
allows developers to create multiple execution environments,
but it does very little to defend the hardware. Combing the
two, however, creates a system that may be the best of both
worlds.

As shown in Figure 6, the hypervisor, running in mon-
itor mode, takes the place of the TrustZone secure monitor

©  I N - S T A T J A N U A R Y  1 4 , 2 0 0 8 M I C R O P R O C E S S O R  R E P O R T

Embedded System Security

Figure 5. TrustZone architecture overview.

Figure 6. TrustZone with hypervisor support.
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and security kernel from Figure 5. All other software com-
ponents are pushed into user space, leaving the privileged
mode essentially unused.

The advantages of this approach include the ability to
run numerous virtual machines, some within secure regions
and some in unprotected regions. So in this approach, the
GSM stack can be run in its own domain, but as it’s running
in user mode, if the stack is attacked, the resources opened to
the hacker are limited to those that have been assigned at boot.
The STIP application will continue to be safe in a walled-off
and highly secure domain.

The hypervisor carefully manages access to hardware
resources to ensure that all trusted data and applications
remain inside the SOC in the appropriate secure regions. Sen-
sitive assets benefit from the hardware protections that Trust-
Zone brings and are protected, while less security-critical vir-
tual machines, such as the one hosting the GSM stack, can be
run in external memory.

MIPS Technologies Processors
MIPS offers the 4KSd core13 for security-minded applications.
This core includes application-specific extensions to improve
execution of cryptographic algorithms, measures to hide
processor activity from power-signature analysis and probing,
and a secure MMU with per-page read/write/execute privilege
settings.

In addition to the core’s security features, licensees of
this core have added additional tools, such as unique chip-
level serial numbers, crypto processors, random-number gen-
erators, USB firewalls, and secure boot-loading mechanisms.

Pursuing a layered approach to security, a properly
designed hypervisor can take advantage of the hardware
security built into the core and the additional features
added by the SOC designers to strengthen overall system
security.

A key issue is the design of the processor’s translation
lookaside buffer (TLB). MIPS processor’s TLB incorporates a
software refill strategy. While measures have been put in place
to protect the MMU and associated TLB, the code executing
the TLB refill and the data operated on by that code are in
memory and are accessible to a rogue application. A hypervi-
sor can be used to implement an additional check at TLB
refill time to protect the system against hardware attacks
through the external SDRAM.

In addition, some MIPS processors provide an inter-
mediate “supervisor” mode that a hypervisor can use to
implement a virtual kernel mode, reducing the virtualization
overhead.

Power/PowerPC Processors
The PowerPC architecture in both 32- and 64-bit versions has
seen adoption across an extremely wide span of products,
including communications processors, general-purpose
devices, performance-oriented gaming systems, and enter-
prise computing.

PowerPC variants most commonly found in embed-
ded applications, such as the 32-bit PowerPC 405 and 440,
use a software refill strategy for keeping TLB entries up to
date. In addition, there is a Zone Protection Register (ZPR)
that allows the TLB access controls to be overridden. These
features present vulnerabilities that can be addressed by a
combination of OS security policy management and virtu-
alization techniques to keep rogue applications from gain-
ing access.

Some PowerPC variants, such as the multicore Cell
Broadband Engine (BE) used in the Sony Playstation 3,
incorporate sophisticated security mechanisms, including
cryptographically signed secure boot mechanism and the
ability to physically isolate individual processors while they
perform sensitive tasks.

System Hardening: How Much is Enough?
As we’ve shown, there are numerous methods of attack and
equally numerous techniques to defend against those attacks.
Robust defense strategies typically rely on a “layered defense”
incorporating multiple hardware and software techniques.
Determining if a system is sufficiently protected can be an
enormously complex undertaking.

There are formal methods of determining the degree to
which a given product satisfies the security requirements of a
given application. A widely accepted standard for security
analysis is the Common Criteria for Information Technology
Security Evaluation (abbreviated as Common Criteria or
CC14). This is an international standard for computer security
(ISO/IEC 15408) that creates a framework for vendors and
customers to operate within that provides for the detailed
description of the user environment and its attendant threats,
as well as analytical and testing methodologies to determine
the degree to which a given product addresses the particular
needs of that environment.

For example, the German Bundesamt für Sicherheit in
der Informationstechnik (BMI) in conjunction with the Euro-
pean Smart Card Industry Association (EUROSMART) pro-
duced a Protection Profile (PP), titled Smartcard IC Platform
Protection Profile (BSI-PP-0002), containing extremely spe-
cific descriptions of attack profiles of particular relevance to
their industry. Companies wishing to provide products
answering the need of that particular Protection Profile
would then choose an Evaluation Assurance Level (EAL)
ranging from 1, the lowest, to 7, the highest. These assurance
levels do not correspond to degrees of protection with respect
to a given PP but rather the degree to which the testing lab
will check the product against its enumerated security claims.
A testing lab would then take the package of assurance
requirements associated with the chosen level, conduct its
analysis and testing, and give a pass/fail score.

We propose the creation of a more basic metric in order
to score devices earlier in the development cycle. A base score
will be created for each protective measure or architectural
feature. Then, within each category, adjustments to the base
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number will reflect adherence to security basics such as max-
imization of coverage and minimization of attack surface. For
example:
� Meshes (+80): Possible adjustment ±40
� TrustZone (+80): Possible adjustment ±40
� Secure Boot (+80): Possible adjustment ±40
� Virtualization (+80): Possible adjustment ±40
� SecureOS (+80): Possible adjustment ±40
� DMA Controller (-80): Possible adjustment ±40

Within a layered strategy, each component’s contribu-
tion to total security is additive. One component, such as
the OS, has an inherent “securitization,” to misappropriate
a finance term, of 80 that could be added to the inherent
score of another component, such as a secure boot mecha-
nism of 80, to give a composite score of 160. Now, if the OS
presents a large attack surface, due to numerous feature
additions, then the score for that component would be
adjusted down somewhat to compensate, to a maximum
deduction of 40 points.

Weighted score example: an SOC is selected that has an
MMU, which is a prerequisite for hypervisor control of mem-
ory, and a secure OS. A hypervisor is selected that allows the
OS and applications to be pushed into “user space,” creating
a more secure processing environment. The hypervisor (+80)
presents a small attack surface and so requires no deductions
in its security score. A secure OS, such as SE Linux (+80), is
selected, but, as developers have added considerable code,
they have created a large attack surface (-40). The weighted
score would then be:
� Virtualization: 80
� Secure OS: 80
� Deduction for code size: -40
� Total Security Score: 160

Some design components, by their nature, provide
inherent chinks in the device’s security armor that must
be carefully addressed. A good example would be the
DMA controller. A system with a DMA controller should
have a base score that accounts for the presence of such a
vulnerability by, say, subtracting 80 from the overall num-
ber and would then clearly be in need of mechanisms to
secure the system against attacks at that point. The range
of adjustment shown for systems with a DMA controller
(±40) shows that such systems can be made more secure,
but that the nature of the mechanism is such that it can
never achieve 100% effectiveness in blocking access and,
from a security perspective, falls into the category of “nec-
essary evil.”

A formalization, elaboration, and refinement of this
method would allow for the creation of metrics that would
allow designers to avail themselves of security measures that
are well matched to their specific needs. As benchmarking
provides a crude estimate of a processor’s likely performance
in a specific application, so would the generation of a security
score provide a measure of a product’s likely performance in
resisting attack.

Conclusion
As should be clear by now, truly robust system security can
not be ensured through software alone. Encryption and
obfuscation can act only to slow down determined hackers.
Even highly tamper-resistant systems can be threatened by a
combination of software and hardware attacks,15 and any
device on which an attacker may have physical access requires
secure boot, at a minimum.

On the other hand, full hardware solutions are expensive
and highly inflexible, and they may, for that reason, miss their
security objectives if they are sufficiently cumbersome to force
designers and end users into time-saving workarounds unan-
ticipated by the device’s security architects. Thus, best-of-
breed security solutions will be based on a balanced combina-
tion of hardware-centered approaches, such as TrustZone, and
software, such as a secure OS, combined with virtualization
techniques to wall off areas of memory, DMA controllers, or
other potentially vulnerable elements.
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F o r  M o r e  I n f o r m a t i o n

For more information on security products, please contact
the following suppliers: 

Software
Trusted Logic
• http://www.trusted-logic.com/
Trango Virtual Processors
• email: sales.america@trango-vp.com
• http://www.trango-vp.com/index.php
Open Kernel Labs
• http://www.ok-labs.com
VirtualLogix
• http://www.virtuallogix.com/

Hardware
ARM Ltd.
• http://www.arm.com
Atmel
• http://www.atmel.com/
IBM Microelectronics
• http://www-03.ibm.com/technology/ges/semiconductor/
Infineon Technologies
• http://www.infineon.com
Inova Card
• http://www.innova-card.com/
Maxim Integrated Products Inc.
• http://www.maxim-ic.com
MIPS
• sales@mips.com
• http://www.mips.com/
Zilog
• http://www.zilog.com
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