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Abstract—We  describe  the  use  of  a  dedicated  power 
management virtual machine in the context of portable consumer 
electronics devices.  The high level architecture and inter-virtual 
machine  dependencies  are  discussed  as  well  as  key  power 
management strategies and issues.

Index  Terms—Consumer  Electronics,  microprocessor 
applications, power system control

I.INTRODUCTION

ower management is a key element of system design for 
portable electronic devices such as cell phones, PDAs, 

Internet Tablets, and portable game consoles.  Embedded 
devices at the heart of these products incorporate a rich array 
of power oriented features and operating modes, however 
traditional operating systems have typically included 
extremely limited support for aggressive power management. 
As a result, the implementation of the power management 
strategy has been ad-hoc, and distributed among a number of 
disciplines from driver development to kernel support to 
applications development.  The use of virtualization provides 
an opportunity to create a dedicated power management virtual 
machine (VM) that can add sophisticated power management 
to power-unaware entities, as well as simplify the development 
and operation of power aware software elements.

P

II.VIRTUAL MACHINE FOR POWER MANAGEMENT

A.Functional Overview
The functional workings of a power management virtual 
machine are extremely straightforward; it must have access to, 
and control over the power attributes of the other virtual 
machines in the system within the constraints of each 
subsystem’s active processing load.  And it must also be the 
sole entity in the system actually controlling the power 
attributes of the underlying physical hardware (fig 1).  The 
implications of this are twofold.
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Figure 1 Power Management Virtual Machine-System View

First of all, the particular virtualization scheme adopted must 
have hierarchical elements that allow one virtual environment 
to have rights and privileges over other virtual environments. 
Second, the power management VM must have appropriate 
credentials to access the physical hardware.  In other words, 
the “client” VMs can’t execute the power-specific hypercalls, 
but clearly the power management VM must.

Second, there must be provision for passing messages back 
and forth between the supervisor VM and the other VMs so 
that the menu of power management options available at any 
one time, such as shifting the processor’s operating mode 
doesn’t disrupt current operations.  

The richness of available operating modes in a modern SOC 
raises another point; typically an SOC has a much richer set of 
power management modes than has been anticipated by the 
designers of the hosted operating system.  There is 
considerable activity by groups such as Moblin.org to integrate 
more complete power management in the linux kernel for 
example but by and large, the hardware features have gotten 
quite far ahead of the software support for those features, 
especially software for non-X86 architectures.  For this reason 
additional software must be usually be developed to take 
advantage of the underlying hardware features.  From the 
standpoint of optimizing system resources it is best to 
concentrate this software in a VM that can be reused for 
multiple operating systems and environments. 
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III.POWER MANAGEMENT STRATEGIES

For the purposes of this discussion we’ve broken power 
management mechanisms into two basic groups; macro, and 
micro optimizations.

A.Macro Optimizations

“Macro” optimizations consist of Dynamic Voltage and 
Frequency scaling (DVFS), extreme low power modes such as 
“deep sleep”, and the shutdown of external peripherals.

It should be noted that for a given device the idle power 
depends to a great extent on the mean frequency of wake-up 
events.  The idle consumption is the mean between the chip’s 
deep sleep consumption and the active-state power 
consumption as the device ramps to its wake-up/fully active 
periods. It turns out that, in general, the wake up time is far 
longer than peak processing time during wake up.  As a 
consequence, idle consumption is more directly related to the 
number of wake up events and less so on the real consumption 
during the wake up periods.  Wake up events include the full 
wake-up/go-back-to-sleep round trip times.

To avoid driving external busses, internal RAM is used 
extensively in low power operations.  This limits the amount of 
free memory over that available during normal operation but 
saves considerable power as it also allows use of the PLL, and 
its attendant power dissipation, to be avoided.

Dynamic Voltage and Frequency Scaling (DVFS) allows for a 
wide dynamic range from the standpoint of the systems data 
throughput, and power consumption.  It does not scale well at 
low frequencies and voltages as modern process technologies 
tend to have excessive static leakage currents relative to 
dynamic dissipation.  In addition, 

In order to create an optimal match for the system’s operating 
characteristics against the required computational load, a 
combination of policy and state knowledge must be developed. 
In other words, you need to know how the computational load 
should behave, and modify that baseline data with 
measurements of how the computational load has actually 
behaved in the recent past.  

In essence a simple closed loop mechanism is constructed with 
the error term being the difference between the predicted 
minimum power dissipation, and the actual dissipated power. 
The ideal response is shown in Fig 2. a. as the critically 
damped curve.  As with any servo mechanism care must be 
taken not to overshoot the response as that can result in both 
excess power dissipation as well as erratic performance as the 

system goes from lower clock/lower voltage to higher 
clock/higher voltage as in fig 2. b.

Fig 2 PID Overdamped/Critically damped and Underdamped curves (X axis 
is V+F, Y axis is time)

Not all workloads are well matched to this approach and some 
can generate a result that’s even worse than an underdamped 
system with its tendency to overshoot; instability.

A good example of the sort of workload that doesn’t fit well in 
a DVFS power management scheme is compressed video 
playback such as H264 streaming.  In this case there is a 
workload best characterized as “bursty”.  The video 
framework itself has a degree of regularity built in as the 
image frames are sent periodically.  But, because of the wide 
range of compression that the content may have undergone the 
overall processing load is irregular and, from the standpoint of 
power management, unpredictable.

An “open loop” approach requires that the application itself 
help direct the power management.  In this scheme the 
application provides data relevant to the power state through a 
dedicated power management API.  The processing load is 
analyzed and categorized by a predefined set of gradations. 
This doesn’t allow for fine control, but it has the advantage of 
being quite simple.  This same sort of interface is required to 
give workloads “veto” power over the power management 
regime as however sophisticated the control mechanism may 
be, there’s still the possibility of ratcheting down the power at 
just the wrong time. 

Transitions in operating characteristics of the core may require 
matching modifications of the operating characteristics of 
peripherals.  In order to do this ongoing transfers must be 
halted, dividers must be reprogrammed, and the SDRAM’s 
PLL must be given time to re-achieve lock.  Seamless 
transition between power states is more the exception than the 
rule in complex SOCs.

Low power modes provide wider dynamic range than DVFS, 
at the cost of greater latency/slower response.  Where DVFS 
may give control over perhaps a 4 to 1 range, the low power 
modes such as “Deep Sleep” can take the chip’s dissipation 
down by a factor of 100-200, at the cost of additional “wake 
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up” latency.  Deep Sleep modes typically cut clocks, PLLS, 
and numerous SoC power domains.  To manage latency, there 
are typically several stepped modes between full on and deep 
sleep.  Modes such as “Idle”, “Deep Idle”, “Standby”, and 
“Sleep” stand between “Turbo” and “Deep Sleep” in some 
devices.  The power manager needs a good overview of all 
ongoing operations in the system to choose the correct global 
power management mode.

Other optimizations include minimizing the number of times 
that the system must wake up and power back down by 
grouping timers serving related tasks.  Use of a “tickless” 
kernel and selectively switching off banks of SDRAM rather 
than allowing them to continue self-refresh also add to the list.

B.Micro Optimizations

“Micro” optimizations consist of clock gating and control of I/
O leakage current.

The specific architectural details control the degree to which 
clock gating can be brought under the control of the power 
management VM.  If clock gating is not automatic then with 
the ability to disable both the peripheral and the clock or clock 
tree driving it, the power associated with that particular 
function is truly minimized.

I/O leakage control may be beyond the control of the power 
management VM but it’s worth discussing.  Well designed and 
executed low power states can be rendered sub-optimal if the 
driving impedance of an input to the device is allowed to go to 
its high impedance state (hiZ).

IV.NEXT STEPS

Work is proceeding to reduce theory to practice in several 
commercial projects, and we will soon be developing a 
publically demonstrable system incorporating these strategies.
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